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Introduction

As data gets more complex and applica-
tions of machine learning (ML) algorithms for
decision-making broaden and diversify, tra-
ditional ML methods by minimizing an un-
constrained or simply constrained convex ob-
jective are becoming increasingly unsatisfac-
tory. To address this new challenge, recent
ML research has sparked a paradigm shift
in learning predictive models into non-convex
learning and heavily constrained learning.
Non-Convex Learning (NCL) refers to a fam-
ily of learning methods that involve optimiz-
ing non-convex objectives.  Heavily Con-
strained Learning (HCL) refers to a family of
learning methods that involve constraints that
are much more complicated than a simple
norm constraint (e.g., data-dependent func-
tional constraints, non-convex constraints), as
in conventional learning. This paradigm shift
has already created many promising out-
comes: (i) non-convex deep learning has
brought breakthroughs for learning represen-
tations from large-scale structured data (e.g.,
images, speech) (LeCun, Bengio, & Hinton,
2015; Krizhevsky, Sutskever, & Hinton, 2012;
Amodei et al., 2016; Deng & Liu, 2018);
(i) non-convex regularizers (e.g., for enforc-
ing sparsity or low-rank) could be more effec-
tive than their convex counterparts for learn-
ing high-dimensional structured models (C.-
H. Zhang & Zhang, 2012; J. Fan & Li, 2001;
C.-H. Zhang, 2010; T. Zhang, 2010); (iii)
constrained learning is being used to learn
predictive models that satisfy various con-
straints to respect social norms (e.g., fair-
ness) (B. E. Woodworth, Gunasekar, Ohan-
nessian, & Srebro, 2017; Hardt, Price, Srebro,
et al., 2016; Zafar, Valera, Gomez Rodriguez,
& Gummadi, 2017; A. Agarwal, Beygelzimer,
Dudik, Langford, & Wallach, 2018), to improve
the interpretability (Gupta et al., 2016; Canini,
Cotter, Gupta, Fard, & Pfeifer, 2016; You,
Ding, Canini, Pfeifer, & Gupta, 2017), to en-
hance the robustness (Globerson & Roweis,
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2006a; Sra, Nowozin, & Wright, 2011; T. Yang,
Mahdavi, Jin, Zhang, & Zhou, 2012), etc. In
spite of great promises brought by these new
learning paradigms, they also bring emerging
challenges to the design of computationally ef-
ficient algorithms for big data and the analysis
of their statistical properties.

Non-Convex Learning

In this section, we describe some recent ad-
vances in non-convex learning with mention-
ing some of our recent related results. We
will also describe their limitations and point
out future directions. This article will focus on
studies that are concerned with algorithm de-
sign and analysis for solving NCL and HCL
problems instead of papers that are purely
application-driven. It is notable that the ref-
erences are not exhaustive due to a large vol-
ume of related works.

Non-Convex Minimization and Deep Learn-
ing. Deep learning can be formulated as the
following non-convex minimization problem:

minweRd F(W) = Ez[f(w, Z)]) (1)

where z denotes a random data, and w de-
notes the parameters of the neural network
to be learned, and f(w;z) denotes the loss
function. Due to the success of deep learn-
ing in many areas, this problem has attracted
much attention from the community of math-
ematical programming and machine learning.
Research has been conducted in the following
directions.

e Convergence to stationary points. For
general non-convex problems, it is NP-hard
to find a global minimizer (Hillar & Lim,
2013). Hence, many studies have focused
on finding stationary points of (1) (Nesterov
& Polyak, 2006; N. Agarwal, Allen Zhu,
Bullins, Hazan, & Ma, 2017; Carmon, Duchi,
Hinder, & Sidford, 2016; P. Xu, Roosta-
Khorasani, & Mahoney, 2017; Cartis, Gould,
& Toint, 2011b, 2011a; Royer & Wright,
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2017; M. Liu & Yang, 2017b, 2017a; Allen-
Zhu, 2017; Kohler & Lucchi, 2017; Reddi et
al., 2017). Typically, two types of station-
ary points are considered, namely first-order
stationary point and second-order station-
ary point. A point w, is called a first-order
stationary point if it satisfies VF(w,) = 0. A
point w, is called a second-order stationary
if it satisfies VF(w,) = 0 and V2F(w,) > 0.
These studies concentrate on the complex-
ity analysis of first or second-order methods.
Many first-order methods (e.g., stochastic
gradient descent (SGD)) have been proved
to converge to first-order stationary points
with a polynomial time complexity. In our
study (Yan, Yang, Li, Lin, & Yang, 2018), we
presented the first theoretical result showing
that the commonly used stochastic heavy-
ball (SHB) method and stochastic Nes-
terov’s accelerated gradient (SNAG) method
for deep learning converge to first-order sta-
tionary points, and also presented a unified
framework that subsumes SGD, SHB and
SNAG by varying a single parameter. More-
over, in (Y. Xu, Rong, & Yang, 2018) we
presented a unified framework that can pro-
mote first-order algorithms to enjoy conver-
gence to a second-order stationary point by
using our proposed first-order negative cur-
vature finding procedure named NEON.

Convergence to global minimizers. Re-
cently, several works have proved gradient
descent or stochastic gradient descent can
find global minimizers of minimizing an over-
parameterized deep neural network under
some mild conditions of input data (Allen-
Zhu, Li, & Song, 2018; Arora, Cohen, &
Hazan, 2018; Y. Li & Liang, 2018; Du, Zhai,
Poczos, & Singh, 2018; Zou, Cao, Zhou, &
Gu, 2018). Different from other studies that
focus on general non-convex minimization
problems, these recent works explored the
properties for overparameterized deep neu-
ral networks and presented sharp analysis
of (stochastic) gradient descent.

Smart Step Sizes or Learning Rates. Step
sizes or learning rates play an important
role in an optimization algorithm for learning
deep neural networks. Conventional polyno-
mially decreasing step sizes are observed
to be non-effective for deep learning. Smart
step size schemes have been proposed in-
cluding stagewise geometrically decreasing
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step size (Y. Xu, Lin, & Yang, 2017), and
adaptive step sizes (Kingma & Ba, 2015;
J. Chen & Gu, 2018; Zhou, Tang, Yang, Cao,
& Gu, 2018; Zaheer, Reddi, Sachan, Kale, &
Kumar, 2018; Luo, Xiong, Liu, & Sun, 2019;
Z.Chen et al., 2019). A stagewise geometri-
cally decreasing step size is usually adopted
in SGD, SHB and SNAG for deep learning,
which starts from a relatively large step size
and decreases by a constant factor after a
number of iterations. This step size scheme
has achieved the state of the art result on
the ImageNet classification task (He, Zhang,
Ren, & Sun, 2016; Real, Aggarwal, Huang,
& Le, 2019; Tan & Le, 2019). The idea
of adaptive step size dates back to Ada-
Grad (Duchi, Hazan, & Singer, 2011), which
was proposed for convex optimization. It
has several variants with Adam (Kingma &
Ba, 2015) being one of its most popular vari-
ants. The adaptive algorithms have been
analyzed for non-convex optimization prob-
lems (X. Li & Orabona, 2018; J. Chen & Gu,
2018; Zhou et al., 2018; Zaheer et al., 2018;
Luo et al., 2019).

Limitations and Future Directions. Al-
though some nice results have been achieved
in non-convex optimization and learning deep
neural networks, there still remain many is-
sues that require further investigation.

e The gap between practice and theory.
There are several limitations of existing
analysis: (i) most existing analysis of SGD
uses a very small step size (Ghadimi & Lan,
2013; Yan et al., 2018; Davis & Drusvy-
atskiy, 2018), which is far from being prac-
tical; (ii) most theoretical analysis of non-
convex optimization algorithms focus on op-
timization error; however, it is more im-
portant to consider the generalization per-
formance of a stochastic optimization al-
gorithm; (iii) global analysis of SGD im-
poses strong conditions on the level of over-
parameterization (Allen-Zhu et al., 2018;
Arora et al., 2018; Y. Li & Liang, 2018; Du et
al., 2018; Zou et al., 2018), which is far from
being practical. To address the first two lim-
itations, we have conducted some prelimi-
nary study of SGD with a stagewise geomet-
rically decreasing step size scheme by an-
alyzing both the optimization error and the
generalization error. Our analysis exhibits
that the stagewise geometrically decreasing
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step scheme can leverage some nice prop-
erties of deep neural networks and enjoy
faster convergence for both the training error
and testing error than using a conventional
polynomially decreasing step size. Some
important theoretical questions that deserve
more attention are (i) why do stochastic
momentum methods exhibit better general-
ization performance than SGD (Yan et al.,
2018); (ii) how does the adaptive learning
rate affect the generalization performance;
(iii) how can we derive much sharper analy-
sis of practical SGD for finding a global min-
imizer of deep learning with good general-
ization performance.

o Better stochastic algorithms for deep
learning. Beyond theoretical questions
mentioned above, it is also important to de-
sign better stochastic algorithms for deep
learning. While most recent studies focus
on designing better adaptive learning rates,
however, they have mostly ignored the role
of stochastic gradients itself. The learn-
ing rate plays its role through multiplying
with stochastic gradients. We believe that
it is important to consider the properties of
stochastic gradients, which essentially de-
pend on the data.

Non-Convex Min-Max Optimization and
Generative Adversarial Networks. Re-
cently, non-convex non-concave min-max
optimization has received increasing attention
due to its application in generative adversarial
networks (GAN) (Goodfellow et al., 2014;
Radford, Metz, & Chintala, 2015; Arjovsky,
Chintala, & Bottou, 2017). GAN has emerged
to be an important paradigm of unsupervised
learning. It learns a generator network and a
discriminator network in a unified framework
by solving a min-max problem of the following
form:
min max £(w, u),
weW ueld

where w denotes the parameter of the gen-
erator network and u denotes the parameter
of the discriminator network. Although many
variants of GAN have been investigated, the
research on optimization algorithms for GAN
remains rare. In practice, most studies use a
primal-dual variant of Adam for optimization,
which runs several steps of Adam for updat-
ing the discriminator network and then runs
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one step of Adam for updating the genera-
tor network. Theoretically, most existing re-
sults of min-max optimization algorithms for
GAN are either asymptotic (Daskalakis, llyas,
Syrgkanis, & Zeng, 2017; Heusel, Ramsauer,
Unterthiner, Nessler, & Hochreiter, 2017; Na-
garajan & Kolter, 2017; Cherukuri, Gharesi-
fard, & Cortes, 2017) or their analysis require
strong assumptions of the problem (Nagarajan
& Kolter, 2017; Grnarova, Levy, Lucchi, Hof-
mann, & Krause, 2017) (e.g., the problem
is concave in maximization). In our recent
study (Lin, Liu, Rafique, & Yang, 2018), we
proposed new stochastic algorithms based
on the proximal point framework for solving
the non-convex non-concave min-max prob-
lem of GAN, and established their complexi-
ties for finding approximate first-order station-
ary points without convex and concavity as-
sumptions.

Future studies in this direction should answer
the following questions (i) how can we analyze
the generalization performance of stochastic
min-max optimization algorithms for GAN? (ii)
does GAN exhibit some nice properties as in
deep learning that facilitates the design of bet-
ter stochastic algorithms? (iii) why is the Adam
algorithm more effective than SGD for GAN?
(iv) how can we design faster stochastic al-
gorithms for solving non-convex non-concave
min-max problems with lower complexities?

Other Non-Convex Learning Problems.
Beyond regular deep learning and GAN, non-
convex learning also has some important ap-
plications in machine learning. Below, we will
mention several of them.

¢ Learning with Non-convex Regularizers.
Learning with a non-convex regularizer can
be formulated as:

ming cpa F(w) := E,[f(w;2)] + R(w)

where R(w) denotes a regularizer, which
includes the indicator function of a non-
convex set. Commonly used non-convex
regularizers that have been well studied
include log-sum penalty (LSP) (Candes,
Wakin, & Boyd, 2008), minimax con-
cave penalty (MCP) (C.-H. Zhang, 2010),
smoothly  clipped absolute deviation
(SCAD) (J. Fan & Li, 2001), capped /;
penalty (T. Zhang, 2010), transformed
¢y norm (S. Zhang & Xin, 2014). How-
ever, there are many other interesting
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non-convex regularizations (Chartrand,
2012; Chartrand & Yin, 2016; Wen, Chu,
Liu, & Qiu, 2018). For example, one can
formulate learning a quantized neural net-
work as a non-convex minimization with
a non-convex constraint. Although non-
smooth non-convex regularization has been
considered in literature (Attouch, Bolte, &
Svaiter, 2013; Bolte, Sabach, & Teboulle,
2014; Bot, Csetnek, & Laszld, 2016; H. Li
& Lin, 2015; Yu, Zheng, Marchetti-Bowick,
& Xing, 2015; L. Yang, 2018; T. Liu, Pong,
& Takeda, 2018; An & Nam, 2017; Zhong &
Kwok, 2014), existing results are restricted
to deterministic optimization and asymptotic
or local convergence analysis. In our recent
works (Y. Xu, Jin, & Yang, 2019; Y. Xu, Qi,
Lin, Jin, & Yang, 2019), we have proposed
new stochastic algorithms for tackling
learning with a non-smooth non-convex
regularizer, and established state-of-the-art
non-asymptotic convergence rates.

e DC programming. Difference-of-Convex
(DC) programming is to solve non-convex
minimization problems of the following form:

min f(w) — g(w)

where both f and g are convex functions.
DC programming finds applications in many
machine learning problems (Le Thi, Dinh,
& Belghiti, 2014; Le Thi & Dinh, 2014; Ni-
tanda & Suzuki, 2017; Thi, Le, Phan, &
Tran, 2017; Khalaf, Astorino, d’Alessandro,
& Gaudioso, 2017). For example, positive
unlabeled learning problems can be formu-
lated as a DC programming (Kiryo, Niu, du
Plessis, & Sugiyama, 2017). In (Y. Xu, Qi,
et al., 2019), we developed new stochastic
DC algorithms for a broad family of DC prob-
lems, and established their complexities.

¢ Distributionally Robust Optimization
(DRO). DRO is to solve the following
min-max problem:

where P C {p € R".>'p; = 1,p; >
0} encodes some constraint that how far
p deviates from the empirical distribution
pi = 1/ngi = 1,...,n. DRO has
found to be effective in handling imbalanced
data (Namkoong & Duchi, 2016, 2017; Zhu,
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Li, Wang, Gong, & Yang, 2019; Y. Fan, Lyu,
Ying, & Hu, 2017). It is also related to
variance-based regularization and can yield
smaller excess risk bounds (Namkoong &
Duchi, 2017). When the loss function
f(w,z) is non-convex in terms of w, the
above problem is non-convex and concave
min-max problems. In (Rafique, Liu, Lin,
& Yang, 2018), we have proposed efficient
stochastic algorithms for solving the above
min-max problems, and demonstrated that
it gives better performance than SGD for
learning a deep neural network in the pres-
ence of imbalanced data.

e Learning with Truncated Losses. Learn-
ing with truncated losses has long history
in statistics (Wu & Liu, 2007; Belagiannis,
Rupprecht, Carneiro, & Navab, 2015), which
is more robust to outliers and can be formu-
lated as

where ¢(-) is suitable concave truncation
function (Y. Xu, Zhu, et al., 2019; Belagian-
nis et al., 2015). The above problem is a
non-convex minimization problem. In (Y. Xu,
Zhu, et al., 2019), we studied SGD for min-
imizing the above truncated losses and ob-
served improved performance in the pres-
ence of various types of outliers and noise.
However, it remains a question whether
SGD converges to a global minimizer.

Heavily Constrained Learning

As ML is increasingly deployed in various do-
mains, more and more problems are being for-
mulated as constrained optimization problems
where constraints are introduced to account
for other factors/concerns beyond the predic-
tion performance (B. Woodworth, Gunasekar,
Ohannessian, & Srebro, 2017; Hardt et al.,
2016; Globerson & Roweis, 2006b; Gupta et
al.,, 2016; Canini et al., 2016; Globerson &
Roweis, 2006b). Recently, there is much in-
terest in measuring and ensuring fairness in
ML, which is important in domains protected
by anti-discrimination law (B. E. Woodworth
et al.,, 2017; Hardt et al., 2016; Zafar et al.,
2017; A. Agarwal et al., 2018). For example, a
financial institution may want to use machine
learning methods to predict whether a partic-
ular individual will pay back a loan or not for
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making a lending decision. In this case, it is
morally and legally undesirable to discriminate
based on the person’s race and/or gender. A
variety of notions of fairness has been consid-
ered in literature, including demographic par-
ity, equality of opportunity, equalized odds,
80% rule, which can be modeled naturally
as data dependent equality or inequality con-
straints (B. Woodworth et al., 2017; Hardt et
al., 2016; Globerson & Roweis, 2006b).

Learning with data dependent constraints
could also arise in Interpretable learning,
which requires the prediction or the predictive
model to be interpretable by a human. For
example, if ML is used to predict whether a
medication is effective for a client, then the
client wants to know why it is effective in order
to trust the medication. One way to achieve
interpretable learning is to impose human-
interpretable constraints into the learning pro-
cess. For instance, for predicting an individual
will pay back a loan or not, it is expected the
probability of paying back is likely to increase
as the person’s income increases. It can be
modeled as a constraint on the monotonicity
of the predictive function respect to some fea-
tures (Gupta et al., 2016).

Learning with complicated and complex con-
straints can find applications in other scenar-
ios. In Neyman-Pearson (NP) classification
paradigm (Rigollet & Tong, 2011), one needs
to minimize false negative rate with an up-
per bound on false positive rate, where the
upper bound on false positive rate is repre-
sented as a constraint. When the observed
data are subject to some uncertainty (e.g,
corruption, missing values, noise contamina-
tion), many studies have formulated the task
as a constrained learning problem (Globerson
& Roweis, 2006a; Sra et al., 2011). Recent
works also found that imposing constrains
on model parameters of neural networks can
be more effective than using a regularization
term in the objective for improving the predic-
tion performance (Gouk, Frank, Pfahringer, &
Cree, 2018; Ravi, Dinh, Lokhande, & Singh,
2018), and can improve the robustness of
learned neural networks to adversarial exam-
ples (Cisse, Bojanowski, Grave, Dauphin, &
Usunier, 2017). The robustness of a neu-
ral network is very important for applications
in security critical domains (e.g., autonomous
driving) (Carlini & Wagner, 2017; Tian, Pei,
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Jana, & Ray, 2018).

Constrained convex optimization has been
studied extensively for a few decades and
different methods, ranging from projected
gradient methods, Frank-Wolfe methods (or
conditional gradient methods), barrier meth-
ods, augmented Lagrangian methods, penalty
methods, level-set methods to trust-region
methods, have been developed and studied.
However, the design of most existing con-
strained optimization algorithms suffers from
severe scalability issues in the presence of
big data and many complex constraints due to
various reasons.

The general constrained learning problem can
be formulated as:

min fo(x), (2)
st fi(x) <ri=1,....m (3)

In (Mahdavi, Yang, Jin, & Zhu, 2012; T. Yang,
Lin, & Zhang, 2017), we developed new the-
ories of projection reduced (stochastic) first-
order methods with only one or a logarith-
mic number of projections. In (Lin, Nadara-
jah, Soheili, & Yang, 2019), we developed
new stochastic level-set methods for a family
of finite-sum constrained convex optimization
problems which can guarantee the exact fea-
sibility of constraints. Recently, we proposed a
class of subgradient methods for constrained
optimization where the objective function and
the constraint functions are non-convex (Ma,
Lin, & Yang, 2019).

However, there still remain many challenging
problems for heavily constrained learning.

e How to efficiently handle a large number of
constraints?

e How do the constraints affect the general-
ization performance of a learned model?

e How to establish stronger convergence for
a constrained optimization with non-convex
objectives and non-convex constraints?
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